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Abstract

As circuit integration technology advances, the design of
efficient interconnects has become critical. On-chip networks
have been adopted to overcome scalability and the poor re-
source sharing problems of shared buses or dedicated wires.
However, using a general on-chip network for a specific do-
main may cause underutilization of the network resources
and huge network delays because the interconnects are not
optimized for the domain. Addressing these two issues is
challenging because in-depth knowledges of interconnects
and the specific domain are required.

Recently proposed Non-Uniform Cache Architectures
(NUCAs) use wormhole-routed 2D mesh networks to improve
the performance of on-chip L2 caches. We observe that net-
work resources in NUCAs are underutilized and occupy con-
siderable chip area (52% of cache area). Also the network
delay is significantly large (63% of cache access time). Mo-
tivated by our observations, we investigate how to optimize
cache operations and design the network in large scale cache
systems. We propose a single-cycle router architecture that
can efficiently support multicasting in on-chip caches. Next,
we present Fast-LRU replacement, where cache replacement
overlaps with data request delivery. Finally we propose a
deadlock-free XYX routing algorithm and a new halo network
topology to minimize the number of links in the network.

Simulation results show that our networked cache system
improves the average IPC by 38% over the mesh network de-
sign with Multicast Promotion replacement while using only
23% of the interconnection area. Specifically, Multicast Fast-
LRU replacement improves the average IPC by 20% com-
pared with Multicast Promotion replacement. A halo topol-
ogy design additionally improves the average IPC by 18%
over a mesh topology.

1. Introduction

With the current rate of technology advancement, increas-
ing wire delays in modern microprocessor designs [1, 12]
lead to various technologies to minimize the impact of slow
on-chip communication. Typically, on-chip communication

This work was supported in part by NSF grants CCF-0541360 andCCF-
0541384.

has been conducted via shared buses or dedicated wires. Ded-
icated wire networks can provide the best customization to
applications. However, predicting the delays until the late-
stage in the design cycle is difficult [18]. These intercon-
nects are influenced by various parasitic capacitances and
crosstalks from adjacent wires, which cannot be predicted un-
til the actual layout and routing are performed. For shared bus
networks, the whole bus is occupied by a single communica-
tion even if multiple communications could operate simulta-
neously on different parts of the bus. Using global buses is
not an effective scalable solution because the bus bandwidth
may become a major bottleneck as the number of components
on the chip increases.

Another way to design an on-chip communication is with a
switched network. When using a switched on-chip intercon-
nection network, all the components are connected to the net-
work that routes packets among them, which has the advan-
tages of structure, performance, and modularity [7, 4, 29, 9].
There has been much research on the architectures of fu-
ture chip multiprocessor (CMP) designs [28, 24, 20] using
switched networks for better scalability and resource sharing.
Furthermore, these networks have been adopted to overcome
wire delay in specific domains such as large scale cache de-
signs [17, 3].

The regular topologies, such as meshes and tori, have
been used in on-chip network designs. However, a general-
purpose network with regularly distributed network resources
can cause problems in the following two cases; underprovi-
sion and overprovision of network resources. Underprovi-
sion of network resources causes poor performance. On the
other hand, when network resources are overprovided, under-
utilization of the network resources occurs and large network
delays are caused by the increased network size. Further-
more, the overprovision of network resources results in the
waste of the chip area. Therefore, it is critical to design an
optimal network for a specific domain by breaking the reg-
ularity of the interconnection network. It is also important
to exploit the potential parallelism of the interconnection net-
works in the problem domain. Achieving these two goals re-
quires profound knowledge of those areas; interconnects and
the specific domain.

In some large scale cache designs [17, 3], 2D mesh net-
works have been adopted to interconnect small cache banks



to overcome wire delays. For example, in Non-Uniform
Cache Architectures (NUCAs) [17], the cache is broken into
multiple banks that can be accessed at different latencies
through an on-chip network. D-NUCA (Dynamic NUCA)
allows cache blocks to migrate among cache banks in such
a way that recently accessed cache blocks can move towards
the core, which helps reduce the average cache access time.
However, the network delay is still a dominant portion of the
cache access time. A 16MB D-NUCA configuration using a
16×16 mesh network demonstrated an average access time of
17 cycles with SPEC2000 benchmarks without network con-
tention while the bank access time is only 3 cycles. The worst
case is when the requested cache block is not found in the L2
cache. In this case, all the cache banks in the bank set1 must
be checked sequentially and then the memory is accessed.
Although D-NUCA can use partial tag comparisons to detect
cache miss early, additional memory in the cache controlleris
required to store the partial tags. Moreover, 20% of the links
in a mesh network are never used, while the network occupies
52% of the total area.

While on-chip networks are relatively well understood for
multiprocessor systems [13, 28], there is no prior research
considering the detailed design of interconnection networks
for such large scale cache designs. Thus, the main purpose of
this paper is to investigate the design space of the intercon-
nection framework and, particularly, how it interacts withthe
rest of the multi-bank cache architecture. The research pro-
ceeds as follows: First, we propose a single-cycle wormhole
router architecture that supports multicasting efficiently. Be-
cause multicasting can significantly reduce the large network
delay, its reduces the cache access time dramatically. Un-
like the existing multicast routers proposed before, the router
takes only one cycle in each hop and does not require any ex-
tra storage. It becomes the basic building block of the inter-
connection network design for the proposed large scale cache
systems.

Next, we present Fast-LRU replacement, where cache re-
placement overlaps with tag-matching in the system. We in-
vestigate detailed operations in the network including tag-
matching, replacement, and placement for a cache hit and
miss. Fast-LRU can be further improved with the multicas-
ting support of the underlying network. The proposed net-
worked cache system shows the best performance when it
uses Multicast Fast-LRU replacement.

Finally, we propose a deadlock-free XYX routing algo-
rithm and a newhalo network topology to reduce the cache
access time and minimize the number of links in the cache
system. We also discuss the layout of the L2 cache on the
processor die to help reduce the cache access time. In the
XYX routing algorithm, the normal XY routing is used for
delivering cache requests from the core to the banks while
the replies from each bank to the core are transfered in the
Y direction first. Compared with XY routing, the XYX rout-
ing algorithm saves most horizontal links in a mesh network.
The removal of horizontal links leads to the removal of all

1To implement a set associative cache in a networked cache system, a set
is distributed across multiple banks. This is named a bank set [17].

the associated input buffers and the simplification of both the
arbiter and the crossbar designs. This simplified router also
brings latency reduction as well as reduction in the total chip
area. With the halo topology, all the closest banks of each
column in a mesh network are placed in the same one-hop
distance from the core.

Simulation results with SPEC2000 benchmarks show that
the networked cache system with all the proposed techniques
improves the IPC by an average of 38% and uses only 38% of
the interconnection area of the D-NUCA system with Multi-
cast Promotion replacement. Specifically, the average IPC is
improved by 20% with the Multicast Fast-LRU replacement
in a mesh topology and by 18% with the halo topology.

This paper is organized as follows: Section 2 describes
the related work. Section 3 explains a single-cycle wormhole
router architecture with multicasting support and Fast-LRU
replacement policy. In Section 4, we develop a new deadlock-
free XYX routing algorithm and propose a halo topology for
large scale cache systems. Section 5 and Section 6 discuss the
simulation platforms and the experimental results, followed
by the concluding remarks in Section 7.

2. Related Work

Several works explore the large on-chip cache designs to
overcome the wire delay problem. NUCA [17] shows that the
traditional large cache based on partitioned subbanking isin-
effective because its access latency is determined by the slow-
est (i.e. farthest from the core) subbank. One of the proposed
designs, Static NUCA (S-NUCA), uses dedicated wires to
each bank and incurs significant area overhead. In another de-
sign (D-NUCA) that uses a switched network, they exploited
cache block migration, partial-tag search for early miss de-
tection, and multicast for fast bank access. NuRAPID [5]
leverages sequential tag-data access and decouples tag and
data placement to save power. It divides the cache data ar-
ray into several large distance groups and places frequently
accessed data to the fast group. However, it has overhead
to maintain pointer structures in the existing bank architec-
ture. The communication medium in TLC [2] is a fast trans-
mission line having short inductive-capacitance (LC) delays.
Although transmission line can provide express channels, its
application is limited due to the high area requirement. Re-
cently, all three designs were examined for cache sharing ina
CMP architecture [3, 6, 16].

An on-chip network that enables low-latency for high
bandwidth communication is used in partitioned architectures
such as CMPs [28, 24] and Network-on-Chips (NoCs) [7,
4, 29, 9]. A few research showed that the network design
must be tailored to the communication behavior of applica-
tions running on the network to save resources and achieve
performance improvement. A mesh network was optimized
to each parallel application by analyzing its requirement of
both links and routers [13]. Instead of the uniform assign-
ment of buffering resources in a 2D mesh network, the al-
location of different buffering size in each channel reduces
the implementation costs and increases performance in the



NoC design of media applications [15]. Moreover, the router
design directly impacts the performance of the network. In
a pipelined router architecture, speculative switch allocation
reduces the latency by doing virtual channel allocation and
switch allocation at the same cycle [23]. Pre-computation of
arbitration decisions also reduces the latency by separating
the arbitation logic from the critical path [21].

To support ”one-to-many” communication primitives, a
multicast router has been designed especially for large net-
works such as multistage networks and 2D mesh/hypercube
topologies [27, 19]. Due to the nature of multicasting, we
need to provide extra storage to hold packet and a deadlock
prevention mechanism. In a chip-to-chip domain, the central-
buffer-based design has better performance over the input-
buffer-based design, because the queuing capability of the
central buffer is superior for unicast packets [27]. However,
the additional storage requirement is not desirable in the on-
chip domain where area budget is very tight. There are two
ways to prevent deadlock; deadlock avoidance/recovery and
complete packet buffering. While deadlock avoidance rout-
ing causes resource underutilization and deadlock recovery
mechanism is highly complex, complete buffering requires
the large buffer storage. Therefore, the main challenge of
multicast support in an on-chip network is to prevent dead-
lock without extra storage requirements.

3. System Architecture

In this section we describe a single-cycle multicasting
wormhole router that is the basic building block of the in-
terconnection network that connects the core, the banks, and
the off-chip memory. Then, we analyze the communication
patterns for LRU replacement in a cache network and propose
Fast-LRU replacement.

3.1. Single-Cycle Multicasting Router

In this research, we use wormhole routers due to small
buffer requirement and high throughput. Figure 1 shows the
major components of a wormhole router. It has 5 Physical
Channels (PCs) that connect four neighbors and one injec-
tion/ejection unit, and each PC is divided into multiple Virtual
Channels (VCs). VCs from the same PC share one crossbar
switch port to reduce the complexity of the switch. While
middle/tail flits require 3 operations (input buffering, switch
allocation, and switch traversal), head flits require additional
two operations (routing and VC allocation).

Even though an aggressive design can merge adjacent op-
erations into a single-cycle operation, this dependency still
exists. Moreover, recent results show that the operating clock
cycle for the router is 12 fanout-of-four (FO4) delays [21],
which is close to the optimal pipeline delay of the modern
superscalar processor [14]. To minimize and break this se-
rial dependency, we use lookahead routing [10], buffer by-
passing, speculative switch allocation [23], and arbitration
precomputation [21]. All these techniques work well in a
lightly loaded network since they can find the possible cases
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Figure 1. Single-Cycle Multicasting Router

frequently. This router design enables a flit to route in a sin-
gle clock cycle by reducing the critical path in a traditional
pipelined router.

We recognize that multicasting plays a vital role in decid-
ing a cache hit/miss in the networked cache system because
it helps access the multiple banks concurrently. Multicast-
ing requires the replication of flits inside the router to for-
ward them to multiple destinations.Synchronous replication
copies flits after reserving all destination ports in a lock-step,
which can result in deadlock.Asynchronous replicational-
lows the router to forward flits to a subset of the destination
ports. While synchronous replication does not require extra
buffers, asynchronous scheme needs additional buffers in or-
der to hold flits until all copies are transmitted. We cannot
apply both replication schemes in the router design directly
for the following reasons: With the tight chip area constraint,
asynchronous replication is not a desirable option; however,
synchronous replication in wormhole switching is susceptible
to deadlocks. We aim to design a replication scheme without
extra buffers and to handle each replica separately in asyn-
chronous manner.

Communication patterns in the networked cache system
show that PCs in some routers within the network are not
fully utilized. (Detailed analysis is given in Section 4.) This
property makes us choose a hybrid scheme that exploits the
underutilized input buffer space to store replicated flits.The
router shown in Figure 1 copies the original flit to one VC of
a different PC, when a multicasting packet needs replication.
When a replicator selects a PC that has at least one free VC,
PCs that are less frequently used are preferred. Then, one free
VC is chosen. A free VC of another PC can be easily obtained
by checking the status of the input buffer. If there is no avail-
able VC for replication, any flit forwarding is blocked. We
observe that blocking rarely happens in the cache systems.
This hybrid scheme minimizes the overhead of multicasting
support in a low latency router since the changes in the exist-
ing VC/switch allocators is not required, and only replication
logics are needed to find a free VC of other PCs and connect-



ing wires to their input buffers.

3.2. Fast-LRU Replacement

In this section, we proposeFast-LRU replacementwith
multicasting to reduce the long latency of the LRU replace-
ment scheme after examining optimization of the LRU re-
placement policy with unicasting.

We start with the brief discussion of cache operations in
D-NUCA [17]. As shown in Figure 2 (a), the cache is bro-
ken into multiple banks that can be accessed through a mesh
network. One column of the mesh represents one set of a
set-associative cache, which is statically determined by the
low-order bits of the block address. Cache blocks in a set
are spread across multiple banks in the column. Each set dis-
tributed in a column is called abank set. Thus, the cache
system searches for a block by first selecting the column, se-
lecting the set within the column using direct-mapping, and
finally performing a tag-match on distributed blocks. Note
that each way has a different network latency depending on
the distance from the core. Although a bank set can be dis-
tributed on every column to give approximately equal access
time across all bank sets, we do not consider this configura-
tion due to the larger hop count.
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Figure 2. Two Unicast LRU Replacement
Schemes in a Networked Cache System

To reduce the average access time, we should place fre-
quently used data in the banks closer to the core, which can
be achieved with LRU replacement. The LRU generates 14%
higher cache hit rate than Promotion [17], which swaps the hit
block with a block in the bank that is next closest to the core.
Therefore, it makes the first way and the last way be placed
on the closest (MRU) bank and the farthest (LRU) bank, re-
spectively. However, maintaining the LRU order in a bank set
requires many swaps of blocks between banks.

Figure 2 (a) shows the overhead of the LRU replacement
policy by depicting the required communications among
banks. Assuming that a data request is a hit in Bank 4, the

request traverses from Bank 1 to Bank 4 ((1)∼ (4)). Then a
hit block is sent to Bank 1 ((5)), resulting in the correspond-
ing blocks in Bank 1, 2, and 3 being moved to Bank 2, 3,
and 4 ((7)∼ (9)), respectively. In this example, the total
communication time is 21 hops including the notification of
completion; the initial tag-match time to find a hit bank is 7
hops and the remaining part is 14 hops. It is clear that the
cache hit latency can be decomposed into two parts— tag-
match and move (replace) operations. Therefore, the total
communication time for block movement after finding a hit
can easily exceed the initial tag-match time. A cache miss
needs tag-match along all banks and a new block placement
to the MRU bank incurs multiple block movements to arrange
corresponding blocks in the LRU order.

The proposed Fast-LRU replacement allows the tag-match
operation to overlap with the replace operation as shown in
Figure 2 (b). If there is a miss in a bank, the corresponding
block in the bank is evicted and immediately transferred to
the next bank with the data request ((1)∼ (4)). Unless the
request is a hit in the MRU bank, the corresponding block in
the bank is pushed to the next bank consecutively until the
final LRU bank. Once there is a hit in a bank, that block is
transferred to the MRU bank where its corresponding frame
is already empty ((5)). If all the banks generate misses, the
request is forwarded to the off-chip memory. Then this new
block is stored in the MRU bank and sent to the core. Since
the invariant property of LRU is that all the banks ahead of
the hit bank generate misses, the total communication time of
the Fast-LRU replacement scheme is 12 hops in Figure 2 (b).
In addition, this scheme almost halves the number of bank
accesses since both tag-match and replacement are performed
simultaneously.

Next, we further investigate how to reduce the cache ac-
cess time by exploiting the multicast router proposed in Sec-
tion 3.1. Even though Fast-LRU replacement reduces the hit
latency, a hit on the LRU bank or a miss on a cache (i.e. all
banks produce misses.) still suffer from the long latency,
which is the sum of the bank access time over all banks in
a bank set and the network latency. Multicasting relieves this
problem by allowing concurrent accesses of multiple banks
for tag-match.

Figure 3 (a) illustrates a cache hit with Multicast Fast-LRU
replacement. Time diagram of each operation is illustrated
in Figure 3 (c). When the multicast router attached to the
MRU bank (Bank 1) receives a data request, it forwards the
request to two destinations, the MRU bank and the second
MRU bank (Bank 2), at the same time. The router attached
to the second MRU bank (Bank 2) also forwards the request
to the attached bank and the next bank (Bank 3), and so on.
If the requested block is found in the MRU bank, no block
replacement is required and the core is notified of a cache hit.
Otherwise, the MRU bank initiates Fast-LRU replacement by
sending its evicted block to the second MRU bank. Each non-
MRU bank that experienced a cache miss waits for the evicted
cache block from the previous bank. As soon as it receives the
evicted block, it also sends its evicted block to the next bank.
This operation stops at the bank where the requested block is
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Figure 3. Fast-LRU Replacement with Multicasting Support

found. Note that the replacement packet (including an evicted
block) can never catch the data request packet and that the
data request packet always reaches the LRU bank. Each non-
MRU bank should not initiate its evicted block transfer to
the next bank unless it receives an evicted block from the
previous bank.

A cache miss occurs when all the banks in the bank set
produce misses as depicted in Figure 3 (b) and (d). It incurs
the off-chip memory access and the write-back of the evicted
block from the LRU bank (Bank 16) to the memory, if it is
dirty. The core waits for all the banks to report misses, and
then invokes the memory access. When the memory sends a
new block to the MRU bank, the MRU bank sends this newly
incoming block to the core. The block movement is similar
to that of a cache hit, except the LRU bank notifies the core
of the replacement completion and writes back the victim to
the memory if the block is dirty.

4. Network Topology and Layout

In this section, we analyze the utilization of the intercon-
nection network for large scale cache systems and explore a
few alternatives for simplification and optimization.

Figure 4 (a) shows all possible XY routing communica-
tion patterns of a large scale L2 cache system on an8 × 8
mesh network. The core is attached to the fourth router of
the top row and the memory is attached to the fifth router of
the bottom row. Forwarding of a data request to the appro-
priate bank set needs the traversal of the first row (A) and the
traversal of banks within the column (B) until there is a hit
in the bank. When a bank sends the requested cache block
to the core, the communication path isD or E from the hit

bank. The data movement between two banks occurs only in
a one column of the mesh (B or C). While a cache miss has
the same communication patterns (A’ andB’ ) as a cache hit,
it requires the delivery of the new data block from memory to
the MRU bank (F). After a new memory block placement to
the MRU bank, the evicted block is replaced with the block
in the next farther bank (B’ ) or is written back to the memory
(G), if dirty.

hit

miss
core

A

D

A’

F

G

E B’

C

B

memory

core

memory

(a) Communication (b) Minimal Link
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Figure 4. An 8 × 8 Mesh Network for a Large
Scale Cache System

One observation of these patterns is that the unidirectional
horizontal link is sufficient except the first row, the last row,
and links between the core-attached column and the memory-
attached column. Figure 4 (b) shows the minimum set of



links after removing all unnecessary links. In general, we can
remove(n− 2)2 links among the total4(n− 1)2 links of the
n × n mesh, which makes the link area reduced by 25%.

Another observation is that the horizontal links except the
first row are infrequently used, because they are used only
when a bank needs to communicate with the core (i.e. the
cache controller) or the memory. Considering the locality
behavior in the cache, utilization of the horizontal links of
the last row is low because those links are only used for the
memory accesses. The number of these underutilized links2

is n
2 − 2.

These underutilized links can be eliminated at the expense
of small bandwidth loss. This simplified mesh achieves an
additional 25% savings in link area. However, it causes the
change of the routing scheme since communications from the
banks to the core/memory start in the Y direction first, which
violates the existing XY routing. Thus, we propose a new
routing scheme called XYX routing to overcome this prob-
lem. XYX routing is deadlock-free because we can enforce
the total order of channels in the mesh network. Figure 5 (a)
shows the XYX routing algorithm and Figure 5 (b) shows the
channel enumeration in a3× 3 mesh network for XYX rout-
ing. Any path in XYX routing follows increasingly numbered
channels such as two paths, (14, 19) and (5, 6, 13).

Inputs: coordinates of source bank(Xsrc , Ysrc)
coordinates of destination bank(Xdest , Ydest)

Outputs: Selected outputChannel

Procedure:
Xoffset := Xdest − Xsrc;
Yoffset := Ydest − Ysrc;
if Yoffset ≥ 0 then

if Xoffset > 0 then Channel := X+;
else ifXoffset < 0 then Channel := X−;
else ifYoffset = 0 then Channel := Internal;
else Channel := Y +;
endif

else
Channel := Y −;

endif

(a) Routing Algorithm
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Figure 5. XYX Routing

In the view of the router design, expunging horizontal
links leads to the elimination of all the input buffers asso-
ciated with those links and to the simplification of both the

2In a mesh network requiring the minimal number of links, rowsfrom the
second to the last second haven vertical links. The last row has2(n − 1)
vertical links. Therefore, the total number of these links is n × (n − 2) +
2(n − 1).

arbiter and the crossbar. This simplified router also creates
latency reduction as well as saves area.

memory

core memorycore

(a) Mesh (b) Simplified Mesh

...

...

...

...

...

... ...

...

core

memory memory

core

(c) Halo Constructed with (d) Halo Constructed with
Uniform Size Banks Non-uniform Size Banks

Figure 6. Domain-Specific Development of Net-
work Designs

One of the disadvantages in a mesh network is uneven net-
work latencies among MRU banks depending on the distance
from the core. Since there is only one path between the core
and one special MRU bank, the leftmost or rightmost MRU
banks cannot avoid suffering from the long network latency
(Figures 6 (a) and (b)). So it is crucial to provide a direct
communication path between the core and each MRU bank.
For this purpose, we choose a topology in which the core is
located in the same distance from all the MRU banks. We
call this topology ahalo network in Figure 6 (c). The core
plays a role of ahubto control the departure and the arrival of
cache requests. In this design, we assume that the cache con-
troller can support multiple ports/interfaces to the networked
cache3. A bank set is distributed over multiple banks on a
spikebranched from a hub, which bidirectionally connects
all the banks in the order of the way. However, if the size of
all banks that build a spike is identical, the banks positioned
at the end of the spike cannot fill the increased area entirely.
Although we can curve a spike, the spiral spike layout incurs
the longer wire delay than the straight spike layout. If the
bank size increases along the spike, we can reduce the un-
used area and draw a compact design by tightly integrating
banks on a chip die as shown in Figure 6 (d). As a bank is

3To issue multiple cache requests simultaneously, we put a small queue
(2 entries) for each spike like a multiple issue queue. Thus,a cache request
is first stored to each spike queue to be subsequently forwarded to the L2
cache.



located farther from the core, its size becomes larger and its
access time increases due to the increased capacity. There-
fore, capacity-increased banks have more than one way. A
halo network incorporated with non-uniform size banks has a
topological benefit by giving the same access time to all the
MRU banks, and it enjoys a better area utilization over a halo
network with the uniform size banks. Note that the memory
controller is in the center of the cache. To access the off-chip
memory from the memory controller, its wire delay in the
halo is longer than in the mesh.

5. Methodology
We use sim-alpha simulator [8] that models an Alpha

21264 core to generate L2 cache accesses. The clock fre-
quency of the core is scaled to 5 GHz. To measure the con-
tention effect of the banks and the interconnection networks
in details, a separate L2 cache simulator with an intercon-
nection network was developed. Sim-alpha directly sends a
chunk of L2 accesses to the cache simulator. We models the
latency of the bank from Cacti 3.0 [25], and that of the global
level wire from the first order RC model [22] under optimal
repeater insertion at 65nm technology. We obtain the resis-
tance and capacitance of the unit-length wire from [26], and
the wire length is determined by the bank size. Each compo-
nent of the pipelined router takes one cycle. The base con-
figuration is a 16MB L2 cache by interconnecting 256 64KB
banks with a16×16 mesh network. The core and the memory
are attached at the center of the top row and the bottom row,
respectively, to evenly distribute traffic. Main parameters are
summarized in Table 1.

Table 1. System Parameters
Memory

Block size 64B
Memory latency (pipelined) 130 cycles+ 4 cycles per 8B

Router
Flit buffer size 4 flits

Number of VCs per PC 4
Flit size 128 bits

Latency of one stage 1 cycle

Wire Delay
64KB 128KB 256KB 512KB
1 cycle 2 cycles 2 cycles 3 cycles

Bank Access Latency
bank size tag matching only tag matching+replacement

64KB 2 cycles 3 cycles
128KB 4 cycles 4 cycles
256KB 4 cycles 5 cycles
512KB 5 cycles 6 cycles

To measure various design impacts, we use SPEC2000
benchmarks. We fastforward 2 billion instructions, warm up
the L2 cache for the next 100 million instructions, and mea-
sure the performance of each architecture for remaining in-
structions. Table 2 shows the perfect L2 IPC and L2 cache
access behavior of each benchmark.

A 32-bit address is divided into 4 fields: tag (12 bits), in-
dex (10 bits), bank-column (4 bits), and offset (6 bits). The

Table 2. Benchmarks Used for Experiments
benchmark instr. perfect L2 L2 L2 access
name exec. L2 IPC read write per instr.

applu(FP) 500M 0.43 9.444M 4.428M 0.028
apsi(FP) 1B 0.40 12.375M 8.204M 0.021
art(FP) 500M 0.40 63.877M 13.578M 0.155
galgel(FP) 2B 0.43 19.415M 4.137M 0.012
lucas(FP) 1B 0.44 19.506M 13.226M 0.033
mesa(FP) 2B 0.40 2.907M 2.656M 0.003
bzip2(INT) 2B 0.39 16.301M 4.233M 0.010
gcc(INT) 500M 0.29 26.201M 14.827M 0.082
mcf(INT) 250M 0.34 29.500M 15.755M 0.181
parser(INT) 2B 0.38 18.257M 6.915M 0.013
twolf(INT) 1B 0.38 20.283M 7.653M 0.028
vpr(INT) 1B 0.41 12.459M 5.024M 0.017

bank-columnis used to select one of 16 columns of the net-
work while theindexidentifies one of the entries in each bank
in the column. With uniform size 64KB banks, each bank is a
direct-mapped cache, and the cache blocks in the banks form
a 16-way bank set.

Since a cache network delivers packetized data, the on-
chip network does not need the separate address bus and data
bus used in the traditional cache. In wormhole switching, fli-
tization requires the overhead data [7] in a flit such as type
(2 bits for specifying head/middle/tail), size (7 bits for flit
size), routing (8 bits for source and destination), and commu-
nication type (1 bit for unicasting/multicasting). Because the
width of link is 16B, a read request packet or a notification
packet that consists of only the address fits in one flit even
with the overhead data. When a packet includes a block data
for write request, replacement, memory access, or hit data
forwarding, one packet consists of 32-bit address, 64B data
and overhead data, which are divided into five flits.

6. Experimental Evaluation

We perform experiments to inspect the efficiency of com-
munication support of Fast-LRU replacement in Section 6.1.
Different interconnects for the networked cache system are
examined in Section 6.2. The area of router, wire, and cache
in each design is analyzed in Section 6.3.

6.1. Performance of Fast-LRU Replacement

Figure 7 shows how the total average cache access latency
is divided into bank access, network traversal, and mem-
ory access for benchmarks in 16MB L2 cache with uniform
size banks. A significant portion of the total average latency
is network access (65% on the average) while bank access
(25%) and memory access (10%) are relatively small. LRU
is a better policy than Promotion since more requests are hit
in the MRU (fastest) banks. Specifically, LRU shows a hit
increase by 5%-19% at the MRU banks.

In Figure 8, we compare performance results from the
Multicast Fast-LRU method with those of two existing Pro-
motion schemes [17]4 and Unicast LRU/Fast-LRU methods.

4In our implementation of cache miss of Promotion, the incoming block
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Figure 7. Latency Distributions of L2 Cache Ac-
cess in the Unicast LRU Environment

Figure 8 (a) illustrates the average access latency while hit
and miss latencies are depicted in Figures 8 (b) and (c)5. In
the unicast environment, LRU naturally increases the aver-
age access latency by 4.4% over Promotion, but Fast-LRU
reduces it by 30.2%. Recall that the number of bank accesses
in Fast-LRU is almost the same as Promotion, but it concen-
trates hits to the MRU(closest) banks. All the results of Mul-
ticast Fast-LRU show reduction of the average access latency
by 46% over Unicast LRU and 27% over Unicast Fast-LRU.
Also Multicast Fast-LRU reduces the average hit and miss
latency of Unicast LRU by 48% and 32%, respectively. Its
latency improvement over Multicast Promotion is 37%, and
the IPC is improved by 20%.

6.2. Performance Comparison of Different Network
Designs

We examine the performance of the L2 cache with varying
network size, network topology, bank size, and the position
of the core and the memory. We evaluate six designs summa-
rized in Table 3. All configurations have the same capacity
(16MB) and use efficient Multicast Fast-LRU replacement.
Design A, the baseline configuration, uses a16×16 mesh net-
work to connect 256 64KB banks. Design B uses the same
size simplified network by removing most horizontal links
and moving the memory controller next to the core shown in
Figure 6 (b). A small16×4 mesh network with large banks
is incorporated in Design C. Design D still uses a mesh net-
work, but non-uniform size banks are used. Non-uniformity
of the size still maintains the same associativity but has dif-
ferent wire delays between tiles. One bank set is constructed
by 5 banks: two 1-way 64KB banks, one 2-way 128KB bank,
one 4-way 256KB bank, and one 8-way 512KB bank in the
order of the distance from the core. In16×5 mesh, we set the
same delay (3 cycles) in the horizontal direction as for 512KB

from the memory evicts the data in the closest bank and causesrecursive
replacement. In [17], if the incoming block replaces the data in the cache
and the victim is moved to the memory (zero-copy) or the lower-priority
bank (one-copy), the miss latency can be reduced. However, it can evict the
important data from the cache.

5We omit art results in Figure 8 (c) since there is no cache miss except
compulsory misses during our simulation.
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Figure 8. L2 Cache Access Latency Compar-
isons

bank while the delay in the vertical direction increases as the
bank size increases. Designs E and F use the halo topology
such as Figures 6 (c) and (d). Since the memory controller is
located in the center of the cache system, we need to consider
the longer wire delay for the off-chip memory access. Wire
delays are 16 and 9 cycles in Designs E and F, respectively.

Table 3. Different Network Designs
Design Interconnection Network Bank Size

A 16 × 16 mesh uniform (64KB)
B 16 × 16 simplified mesh uniform (64KB)
C 16 × 4 simplified mesh uniform (256KB)
D 16 × 5 simplified mesh non-uniform
E 16-spike halo (length of spike=16) uniform (64KB)
F 16-spike halo (length of spike=5) non-uniform

Figure 9 shows the relative IPC normalized to the Design
A. The simplified mesh network in Design B achieves al-
most the same performance results as Design A despite the
decreased bandwidth. Even low hit rate benchmarks,applu
and lucas, show the IPC increase by almost 7% and 10%.
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The main reason of the performance enhancement is the miss
latency reduction. Designs C and D show the average per-
formance degradation by 14% and 12% respectively, due to
the high wire latency to traverse the larger bank. The halo
topology in Designs E and F gives performance improve-
ment by 12% and 13%. Since non-uniform size banks can
reduce the wire delay to the memory, Design F shows slightly
better performance than Design E, especially inapplu, apsi,
andlucas. However,art having no misses in our simulation
shows performance degradation due to increased wire delay
for large size banks. Design F achieves 1.13 times the IPC
increase over Design A. We can observe this improvement in
both high and low hit rate benchmarks (1.33 times inart and
1.19 times inlucas). Compared with NUCA’s Multicast Pro-
motion, the halo topology coupled with Multicast Fast-LRU
improves 1.38 times of the IPC.

6.3. Area Comparison of Different Network Designs

We estimate the required area on the banks, routers, and
links of a 16MB L2 cache system. The bank area is extracted
from Cacti model [25]. In the router area, we account for flit
buffers and the crossbar switch, where each is analytically
driven by the feature size [11]. We estimate the link area by
computing its width and length. Assuming the wire pitch is
1µm, a bidirectional link that transmits 128-bit flit consists
of 256 wires, which has 256µm width. To estimate the link
length to cover one tile, we use the sum of both router and
bank areas. We assume that there is no additional area for
repeaters and latches in a wire because wires are not routed
over banks.

Table 4. Area Analysis of Network Designs
Design bank router link L2 area chip area

(%) (%) (%) (mm2) (mm2)

A 47.8 20.8 31.4 567.70 567.70
B 58.4 13.0 28.6 464.60 521.99
E 67.5 14.1 18.4 402.30 1602.22
F 78.7 5.7 15.7 312.19 517.61

Table 4 describes the area consumption of each component
for four designs discussed in Section 6.2. The last column is
the size of the minimal rectangular chip that includes the L2
cache. Design A (16×16 mesh) uses almost 52% of the cache

area for the network. Design B (16 × 16 simplified mesh)
consumes the 18% smaller area than Design A by removing
almost half of the links and incorporating the simple 3-port
router that takes up only 48% of the normal router area. For
halo networks (E, F), we assume that a 4mm × 4mm core is
placed in the center of a L2 cache. Design E (a halo network
connecting uniform size banks) reduces the 13% of the L2
cache area over Design B, but its L2 cache uses only about a
quarter of the total die. Applying the non-uniform size banks
(Design F) not only reduces 6.3 times the unused area in a die
over Design E, but also consumes the only 23% of the L2 area
of Design A. The main reason for its compact layout is the
small size of network that requires fewer routers and links.
Area estimation for Design F is based on the configuration
shown in Figure 10.
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Figure 10. 16-Spike Halo Network Design for L2
Cache

7. Concluding Remarks
We have presented in this paper a domain-specific on-chip

network design for large scale L2 cache systems. This re-
search was motivated by the discernment that the network
latency is significant, while the network is occupying con-
siderable chip area in networked cache systems. The de-
tailed design proposed in this paper includes: (i) a single-
cycle router architecture with multicasting support as theba-
sic building block of the interconnection networks; (ii) Fast-
LRU replacement that can reduce the network latency; (iii)
appropriate deadlock-free XYX routing algorithm that re-
quires no horizontal links in a mesh except the first row so as
to save area and power; (iv) a new network topology, called
a halo network, where the MRU banks are of the same dis-
tance from the core; and (v) a halo network with non-uniform



sized banks, thus reducing the wasted area on the proces-
sor die. Simulation results performed on SPEC2000 bench-
marks show that the proposed cache system with all the pro-
posed techniques achieves significant performance improve-
ment and area efficiency.

The important conclusions of this work are the following:
First, domain-specifically designed networks for large cache
systems can provide better performance than general inter-
connection networks once we understand the communication
patterns well. Next, the average cache latency of the net-
worked cache systems is comprised of three factors: cache
bank access latency, network latency, and memory latency.
Among them, the network latency occupies the largest por-
tion; therefore, reducing the average cache latency requires
a reduction in the network latency. Finally, domain-specific
designs cannot only improve the performance, but also can
reduce the area claimed by the cache systems.

We are planning to expand the study presented in this pa-
per to include CMP environments by first analyzing the traf-
fic patterns and finding suitable interconnects for those sys-
tems. Another direction for future work is energy consump-
tion analysis of the networked cache systems. We are devel-
oping an on-demand power control scheme that can dynam-
ically turn on/off a subset of cache systems. The proposed
multicast router cannot be directly adopted in a network for
general workloads, because we cannot guarantee the avail-
ability of input buffers for replication. The multicast router
design in a general on-chip network should be revisited.
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